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Convex optimisation: a new approach to common
challenges in premium rating

Dimitri Semenovich1, Yang Cai, Ian Heppell

1School of Computer Science and Engineering, UNSW

Abstract. In this paper we discuss the application of modern mathematical op-
timisation techniques to some of the common problems in premium rating. The
perspective of convex optimisation is particularly attractive as it subsumes maxi-
mum likelihood estimation in exponential families of distributions (and by exten-
sion generalised linear models) and allows for a number of interesting additions
to the GLM framework, narrowing the gap with non-parametric methods. Recent
developments in open source optimisation software make the approach accessible
to a wide audience.

1 Introduction

Despite their success in premium rating, generalised linear models (GLM) have certain
inherent restrictions that limit their power. In particular it can be challenging to select
features and their interactions, furthermore, models with a large number of coefficients
are generally to be avoided as this leads to overfitting and poor predictive performance
on new data. In practice this often leads to deployment of a number of ad hoc techniques
substantially lacking in flexibility (e.g. spline fitting, residuals clustering etc.)[1].

In this paper we look at GLM parameter estimation from the perspective of con-
vex optimisation and describe the use of constraints on model coefficients (specific
instances of this approach are also known as regularisation) to address the common
practical difficulties of variable selection, coefficient smoothing, hierarchical credibil-
ity and spatial priors in a unified framework. The resulting constrained optimisation
problems can be solved using efficient methods developed for convex programming.
While many principled Bayesian approaches along similar lines have been proposed,
such as hierarchical GLMs [2] and Markov Random Field spatial priors [3], they are
not widely adopted to date, not in small part because parameter estimation is often as-
sumed to involve computationally unattractive Markov Chain Monte Carlo sampling
methods.

The idea of regularisation goes back to the work of A. Tikhonov in 1960s [4].
Among its many applications, regularisation is the principle reason for the remark-
able performance of the ”support vector machines” family of algorithms which im-
plicitly generate feature spaces of high dimension through the use of kernel functions
[5]. We believe that the main implication of regularisation for the practical applications
of GLMs is that the degrees of freedom of a model should not be controlled through
manual feature design and selection but rather through imposing constraints on the co-
efficients.
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We focus on a particular form of regularisation known as “`1-norm” (see section
2.2) regularisation. Its early applications appeared in geophysics literature in 1970s [6]
where its sparsity inducing properties had been employed for signal recovery. Since
then it has become a widely adopted technique in signal processing with applications
including computing transform coefficients (”basis pursuit”) [7], denoising and signal
recovery from incomplete measurements (”compressive sensing”)[8].

In statistics, the idea of `1-norm regularisation is used in the well-known ”lasso”
algorithm [9] for linear regression, its extensions such as the ”fused lasso” [10], the
”elastic net” [11], the ”group lasso” [12] and the ”monotone lasso” [13]. Subsequently
`1 regularised logistic regression [14] and natural development of the idea to GLMs
have also been described. The method of `1-norm regularisation has been used in other
contexts, including portfolio optimisation [15], design of integrated circuits, machine
learning etc. While for a long time `1-norm regularisation has been viewed as little more
than a useful heuristic in optimisation, recent theoretical results (e.g. [16]) have pro-
vided surprisingly strong guarantees on its performance in certain settings and sparked
renewed interest in the technique.

This paper consists of two main parts. In the first half we outline the basics of math-
ematical optimisation and convex calculus and briefly describe the connection between
convex optimisation and statistical estimation with exponential families of distributions.
In the second part we focus on the application of convex optimisation to some of the
challenges in technical premium rating. We discuss variable selection, curve fitting, spa-
cial clustering and smoothing, additive models, hierarchical credibility and determining
the shape of nonlinear interactions.

2 Optimisation and statistical inference

2.1 Mathematical optimisation

A constrained optimisation problem has the the following form:

minimise
x

f0(x)

subject to fi(x) ≤ bi, i = 1, . . . ,m.
(1)

The vector x ∈ Rn is the optimisation variable, the function f0 : Rn → R is the objec-
tive function, the functions fi : Rn → R, i = 1, . . . ,m, are the inequality constraint
functions, and the constants b1, . . . , bm are the limits, or bounds, for the constraints. A
vector x∗ is called a solution or a global minimum of the optimisation problem (1) if no
other vector satisfying the constraints achieves a smaller objective value, that is for any
z with f1(z) ≤ b1, . . . , fm(z) ≤ bm we have f0(z) ≤ f0(x∗).

While the general problem (1) is computationally intractable we can overcome this
by restricting the class of functions f0, . . . , fm. For example, if we take the objective
and the constraints to be linear, the optimisation problem (1) is called a linear program
and can be written as:

minimise
x

cTx

subject to aTi x ≤ bi, i = 1, . . . ,m.
(2)
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Despite the seeming simplicity many problems in business operations and engineering
(e.g. network flow) can be expressed in this form. There are also applications in robust
and non-parametric statistics (least absolute deviations, L1-SVM). The subject was de-
veloped in 1930s and 40s by L. Kantorovich and G. Dantzig. The latter introduced the
simplex algorithm for solving linear programs that for many applications remains un-
surpassed to this day and can routinely solve problems with millions of variables and
constraints.

A less restrictive class of optimization problems is the one in which the objective
and constraint functions are convex, namely

fi(αx+ βy) ≤ αfi(x) + βfi(y)

for all x, y ∈ Rn and all α, β ∈ R with α+ β = 1, α ≥ 0, β ≥ 0.
Convex functions have the attractive property that every local maximum is also

a global maximum. A function g(x) is called a concave function It is easy to check
that linear functions are convex (they are also concave) and therefore linear programs
are a special case of convex optimisation problems. There are efficient polynomial time
algorithms (e.g. so called interior point methods [17]) for global minimisation of convex
functions subject to convex inequality constraints.

2.2 Convex functions

It is generally labour intensive to check convexity directly from the definition.In most
cases it is much easier to see wheteher a given function is built up of known convex
functions using transformations that preserve convexity. Below we describe some con-
vex functions of one and many variables together with operations that maintain convex-
ity. Much more detailed treatment can be found in [18,17,19].

Functions of a single variable:

• Exponential. eαx is convex on R for any α ∈ R
• Powers. xα is convex on (0,+∞) for α ≥ 1 or α ≤ 0, and concave for 0 ≤ α ≤ 1.
• Logarithm. log x is concave on (0,+∞).

Vector norms: All vector norms on Rn are convex. A function f : Rn → R is called
a norm if:

• f(x) ≥ 0 for all x ∈ Rn
• f(x) = 0 only if x = 0
• f(αx) = |α|f(x), for all x ∈ Rn and α ∈ R
• f satisfies the triangle inequality: f(x+ y) ≤ f(x) + f(y), for all x, y ∈ Rn.

Such functions are usually denoted ‖x‖n rather than f(x), where n is the type of the
norm. They can be interpreted as measuring the length of the elements of Rn. Most
common is the Euclidean or the `2-norm defined as:

‖x‖2 =
√
xTx =

(∑
i

x2i

) 1
2

.
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Two other examples of norms on Rn are the absolute value or `1-norm:

‖x‖1 =
∑
i

|xi|,

and the max or `∞-norm, given by:

‖x‖∞ = max (|x1|, . . . , |xn|) .

It is easy to check convexity from the definition.

Other functions on Rn

• Max function. The function max(x1, . . . , xn) is convex on Rn. Note that it is dis-
tinct from the `∞-norm.

• Soft max. The so called ”soft max” function log(ex1 + · · ·+ exn) is convex on Rn.
It can be viewed as a differentiable approximation of max(x1, . . . , xn).

• Geometric mean. The geometric mean f(x) = (
∏n
i=1 xi)

1
n is concave for xi >

0, i = 1, . . . , n.

2.3 Transformations that preserve convexity

Weighted sums: A weighted sum of convex functions

f = α1f1 + · · ·+ αnfn (3)

is convex if all the weights are non-negative, αi ≥ 0, i = 1, . . . , n. Similarly a weighted
sum of concave functions is concave for non-negative weights.

Composition with an affine function: If f is a convex function, f : Rm → R, A is a
m× n matrix and b a vector in Rn then g : Rn → R:

g(x) = f(Ax+ b) (4)

is also convex function. Similarly, g is concave if f is concave.

Composition of multivariable functions: Suppose that a function f : Rn → R has
the following form:

f(x) = h(g(x)) = h(g1(x), ..., gm(x)), (5)

where gi : Rn → R, i = 1, . . . ,m. Then the following holds:

• f is convex if functions gi are convex and h is convex and non-decreasing in each
argument,
• f is convex if gi are concave and h is non-increasing in each argument.
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2.4 Convex optimization and statistical estimation

Maximum likelihood A familiy of probability density functions on Rn denoted p(y;w)
with parameterw ∈ Rm is commonly called a likelihood function when taken as a func-
tion of w only for a fixed y. It is often more convenient to deal with its logarithm or the
log-likelihood:

L(y;w) = log p(y;w). (6)

A popular method for estimating the parameter w given a single sample y from the
distribution consists of maximising the likelihood function (or, equivalently, the log-
likelihood) with respect to w:

ŵ = argmax
w

p(y;w) = argmax
w

L(y;w), (7)

In many practical applications we have prior information that can be represented in the
form of constraints on the admissible values of w. These constraints can be defined
explicitly by specifying a set C ⊂ Rm such that w ∈ C or incorporated into the
likelihood function by setting p(y;w) = 0 and correspondingly L(y;w) = −∞ for all
w /∈ C. When C is given, the constrained maximum likelihood estimation problem can
be written as follows:

minimise
w

− L(y;w)

subject to w ∈ C.
(8)

While computationally intractable in general, it becomes a convex optimization prob-
lem if the log-likelihood functionL(y;w) is concave inw and the setC can be described
by a set convex inequality constraints.

Bayesian estimation Maximum a posteriori probability estimation is a Bayesian ver-
sion of maximum likelihood estimation. In this setup the parameter vector w and the
observation x are both random variables with a joint probability density p(x,w). The
prior density of w is given by

p(w) =

∫
p(y, w)dx.

This density represents the information about w before y is observed. We can similarly
define p(y), the prior density of y. The conditional probability density of y given w is
as follows:

p(y|w) = p(y, w)

p(w)
.

This is equivalent to the parameter dependent likelihood function in the maximum like-
lihood estimation. The conditional probability density of w given y can then be written
as:

p(w|y) = p(y|w)p(w)
p(y)

(9)
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If we substitute the observed value of y into p(w|y) we obtain the posterior density of
w, representing the updated information about w. The maximum a posteriori estimate
of w is the one that maximises the posterior probability (or the mode of p(w|y)):

ŵ = argmax
w

p(w|y) = argmax
w

p(y|w)p(w).

After taking the logarithm the expression for ŵ can be written as:

ŵ = argmax
w

log (p(y|w)p(w)) = argmax
w

log (p(y|w)) + log (p(w)) (10)

This is equivalent to the maximum likelihood estimate with the additional term log (p(w)).
Note that if the prior density of w is uniform over a set C, then finding the maximum a
posteriori estimate is the same as maximizing the likelihood function subject to w ∈ C.

For any maximum likelihood estimation problem with concave log-likelihood func-
tion, we can add a prior density for x that is log-concave, and the resulting optimization
problem will be convex. Furthemore it is a basic consequence of strong duality of con-
vex programs that (under some mild regularity conditions) the above formulation (10)
is equivalent to a constrained optimisation problem for some value of t:

minimise
w

− log (p(y|w))

subject to − log(p(w)) ≤ t.
(11)

2.5 Exponential families

It is a standard result that log-likelihood of the exponential families is concave in the
canonical parameter [20]. Below we derive the maximum likelihood optimisation ob-
jectives for some commonly used linear models.

Gaussian: Assume y ∈ R follows a Gaussian distribution with known variance σ2 and
mean µ:

P (y = z) =
1√
2πσ2

exp

(
−(z − µ)2

2σ2

)
.

We can then express µ as a linear function (ignoring the intercept term for clarity) of
the vector of explanatory variables x ∈ Rm, parametrised by w ∈ Rm :

µ = wTx.

The likelihood function for n independent observations (yi, xi) is given by:

p(y1, . . . , yn;w) =

n∏
i=1

1√
2πσ2

exp

(
−(yi − wTxi)2

2σ2

)
,

and the log-likelihood function by:

L(y1, . . . , yn;w) =
n∑
i=1

log

(
1√
2πσ2

exp

(
−(yi − wTxi)2

2σ2

))

=

n∑
i=1

− 1

2σ2
(yi − wTxi)2 −

1

2
log(2πσ2).

(12)
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We can obtain a maximum likelihood estimate of w by solving a convex optimization
problem (to check convexity inw, observe that it is an `2-norm composed with an affine
function):

minimise
w

n∑
i=1

(yi − wTxi)2. (13)

Poisson: Take y ∈ Z+ to be a random variable with Poisson distribution and mean
µ > 0:

P (y = k) =
e−µµk

k!
.

The mean µ can be modelled via the log link as a linear function of the vector of
explanatory variables x ∈ Rm (assuming that the intercept has been included in x):

µ = exp(wTx).

Here w ∈ Rm is the parameter vecor. Given n independent observations (yi, xi), i =
1, . . . , n, the likelihood function is as follows:

p(y1, . . . , yn;w) =

n∏
i=1

exp(−ewT xi) exp(wTxi)
yi

yi!
,

with the corresponding log-likelihood:

L(y1, . . . , yn;w) =
n∑
i=1

(
− exp(wTxi) + yiw

Txi − log(yi!)
)
.

A maximum likelihood estimate of w can be obtained by solving the convex optimiza-
tion problem (convexity follows directly from the composition rules defined in 2.3):

minimise
w

n∑
i=1

(
exp(wTxi)− yiwTxi

)
. (14)

Logistic: Consider a random variable y ∈ {0, 1}, with the binomial distribution:

P (y = 1) = µ, P (y = 0) = 1− µ,

where µ ∈ [0, 1] is the expected value of y. It linearly depends on a vector of explanatory
variables x ∈ Rm via the logistic link:

µ =
exp(wTx)

1 + exp(wTx)
,

where w ∈ Rm is the vector of model parameters. Given n independent observations
(yi, xi), i = 1, . . . , n and defining I0 = {s | ys = 0} and I1 = {s | ys = 1} we obtain
the following likelihood function:

p(y1, . . . , yn;w) =
∏
i∈I1

exp(wTxi)

1 + exp(wTxi)

∏
i∈I0

(
1− exp(wTxi)

1 + exp(wTxi)

)
.
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Fig. 1. Left: Solutions of optimisation problem (20) for different choices of D - “fused
lasso” (top) and “`1-trend filtering” (bottom). Right: Solutions of optimization problem
(20) but using the sum of squares penalty ‖Dw‖22 instead of `1-norm. We set λ to give
the same squared error ‖y − w‖22 as the corresponding solutions on the left.

The loglikelihood function then has the form:

L(y1, . . . , yn;w) =
∑
i∈I1

log
exp(wTxi)

1 + exp(wTxi)
+
∑
i∈I0

log

(
1− exp(wTxi)

1 + exp(wTxi)

)

=
∑
i∈I1

wTxi −
n∑
i=1

log
(
1 + exp(wTxi)

)
(15)

It is easy to check that L(y1, . . . , yn;w) is a concave function in w (composition of soft
max and affine). Maximum likelihood estimation for logistic regression is, therefore, a
convex optimisation problem:

minimise
w

−
∑
i∈I1

wTxi +

n∑
i=1

log
(
1 + exp(wTxi)

)
. (16)
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3 Applications in premium rating

3.1 Variable selection

One compelling application of constrained maximum likelihood estimation is variable
selection. This can be accomplished by restricting the `1-norm of the coefficient vector
(assuming that the explanatory variables are standardised with mean 0):

minimise
w

− L(y;w)

subject to ‖w‖1 ≤ t.
(17)

This generally results in a sparse estimate ŵ with the number of non zero entries con-
trolled by the magnitude of t. Using an `1-norm penalty to obtain a sparse solution is
a well known heuristic in optimisation going back to the 70s [6]. It was popularised
in the statistics literature as the “lasso” by Tibshirani [9]. By convex duality the above
problem can be equivalently formulated as:

minimise
w

− L(y;w) + λ‖w‖1 (18)

In this form the “lasso” procedure has a Bayesian interpretation as a maximum a poste-
riori estimate with a Laplacian prior on w with mean 0 and variance 2

λ2 . The value of λ
controls the sparsity of w and can be chosen via cross-validation.

In the presence of correlated covariates “lasso” will tend to select only one of them.
To alleviate this problem we can trade off between penalising `1 and squared Euclidean
norms of w:

minimise
w

− L(y;w) + λ
(
α‖w‖1 + (1− α)‖w‖22

)
, (19)

where 0 ≤ α ≤ 1. This method is known as “elastic net” [11] in the statistics literature.
The “elastic net” performs variable selection while at the same time penalising coeffi-
cients that are too large, pushing together coefficient values of correlated variables.

3.2 Curve fitting

Before we discuss further extensions to generalised linear models we motivate our ap-
proach by first examining the setting of curve fitting or time series approximation. Given
data y ∈ Rn, consisting of n samples, to which we wish to fit a (discretised) curve
w ∈ Rn, a matrix D ∈ Rm×n, and λ ≥ 0 we consider the following convex optimiza-
tion problem:

minimize
w

‖y − w‖22 + λ‖Dw‖1. (20)

Heuristically, ‖y − w‖2 term encourages the solution w to be close to the original data
y and ‖Dw‖1 penalises non-zero entries of Dw. Just as in the situation with the “lasso”
or `1-norm regularized regression we can expect Dw to be sparse. Below we describe
several different ways to form the matrix D.
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Fig. 2. A simple directed graph (left ), its incidence matrix DI (center) and Laplacian
DL (right).

Piecewise constant functions: Suppose that y is a time series sampled at a certain
fixed frequency and D is an (n− 1)× n matrix:

D(1,n) =


−1 1
−1 1
· · ·
−1 1

 (21)

Then the regularization term in (20) penalizes the absolute differences between adjacent
samples and the problem is known as total variation denoising in the signal processing
literature or “fused lasso” [10] in computational statistics. This procedure usually gives
a piecewise constantw (see top left section of Fig. 1). Fused lasso was originally applied
to comparative genomic hybridization data where y measures the number of copies of
each gene ordered linearly along the genome and it is believed that the nearby genes
will exhibit a similar copy number.

Piecewise linear and polynomial functions: Suppose that y is again a one-dimensional
time series, and and D is an (n− 2)× n matrix:

D(2,n) =


−1 2 −1
−1 2 −1
· · ·
−1 2 −1

 (22)

This formulation of (20) has been recently proposed by Kim et al. as “`1 trend filtering”
[21]. While the “fused lasso” penalizes the discrete first derivative of y, this approach
penalizes the discrete second derivative and often results in a piecewise linear w (see
bottom left panel of Fig. 1). This is an effective approach to trend estimation and is con-
siderably simpler than many methods proposed to date. This technique can be extended
to piecewise polynomials of degree k. Here matrix D(k,n) ∈ R(n−k)×n is the kth order
difference matrix defined recursively:

D(k,n) = D(1,n−k)D(k−1,n), k = 2, 3, . . . (23)
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Fig. 3. Left: Original residuals (motor portfolio). Center: Solution to (20) using the
incidence matrix of the 10 nearest neighbours graph for regularisation. Right: Solution
using the graph Laplacian.

Spatial smoothing and clustering: We can also apply “fused lasso” in situations when
the samples y are over a regular grid or indeed an arbitrary graph (e.g. a k-nearest neigh-
bours graph for objects embedded in a metric space). To obtain a piecewise constant
solution we can use the graph incidence matrix for regularization. The incidence matrix
for a graph with n nodes and m edges is a m× n matrix DI , with each row represent-
ing an edge and composed of a 1 and a −1 in the columns corresponding to the two
connected nodes and zeroes elsewhere. See figure 2 for an example.

Similarly for “`1 trend filtering” over a regular grid we can consider horizontal
and vertical second order differences. As in the one dimensional case, we minimize
a weighted sum of the fitting error and a penalty on absolute value of slope changes
in the horizontal and vertical directions. The resulting solution tends to be affine over
connected regions. The boundaries between regions can be interpreted as curves along
which the gradient of the underlying function changes quickly. The approach can not be
extended directly to arbitrary graphs. Instead we can use the graph Laplacian, (which
can be interpreted as the negative discrete Laplace operator) defined as:

DL = DT
I DI . (24)

Figure 3 shows the results of spatial smoothing applied to geocoded residuals using
the incidence matrix of 10 nearest neighbours graph and its Laplacian. The former
provides a piecewise constant solution over connected regions, where the regions with
the constant fitted value can be interpreted as clusters, and the latter a piecewise affine
solution.

3.3 Additive models

Generalised additive model framework was introduced by Hastie in the 80s [22,23].
Generalised linear models form predictions based on a linear function of the features:

g(µ) = w0 + w1x1 + w2x2 + · · ·+ wmxm, (25)
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Fig. 4. Left: The additive effect of sum insured on claims frequency in a motor port-
folio. The outer band shows the 90% confidence interval calculated via the bootstrap.
Right: The additive effect of policyholder age. The anomaly around age 45 could be,
for example, due to teenage children using the family car (also see Figure 5).

where xi ∈ R, i = 1, . . . ,m are explanatory variables, g is the link function and µ
is the expected value of the dependent variable y. Additive models replace the linear
combination with a sum of arbitrary functions of explanatory variables:

g(µ) = w0 + f1(x1) + f2(x2) + · · ·+ fm(xm). (26)

In the general framework the choice of functions is not prescribed and the richer
class of models can lead to overfitting without suitable regularization. Regularization is
achieved by requiring the functions fi to be smooth.

A similar approach is often followed in the practical applications of GLMs. Contin-
uous variables are discretized into a number of bins. For ordered categorical variables,
“natural” levels can be used or if the number of levels is deemed too large, binning is
applied to reduce the number of distinct levels. If the total number of bins is not con-
trolled this approach can lead to overfitting and poor predictive performance so it is a
standard practice to examine the initial fit and then either manually reduce the number
of categories or select a suitable collection of basis functions (e.g. linear or quadratic
splines).

We observe that it is possible to largely automate this process by casting it into the
convex optimisation framework and taking advantage of sparsity inducing properties
of `1-norm regularisation (see Figure 4 for an example). First we follow the standard
procedure and transform the data by binning each real valued or integer feature into
j intervals (we assume the same number of intervals for all features for simplicity) of
equal length l. This is effectively a mapping ψi : R→ Rj . If we assume that the feature
xi is over the range [0, (j + 1)l), we can write it as follows:

[ψ(xi)]s =

{
1, if ls ≤ xi < l(s+ 1)
0, otherwise (27)

As an example, taking j = 5 and l = 1, ψi(1.25) = [0, 1, 0, 0, 0] Each training example
is now transformed into a sparse vector of dimension jd with at most 2d non-zero
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Fig. 5. Left: Sum insured vs. age interaction for claim frequency in a motor portfolio
(same data as Figure 4) using the incidence matrix penalty (“fused lasso”). Right: Same
interaction but penalising the second order discrete derivative in both coordinates.

terms. While we lose some information about the features, we can now model non-
linear effects in each coordinate. We can write down the parameter estimation problem
as:

minimise
w

− L(y;w)

subject to ‖Dw‖1 ≤ t
(28)

or in the equivalent Lagrangian form for some problem specific value of λ:

minimise
w

−L(y;w) + λ‖Dw‖1 (29)

where L(y;w) is an exponential family log-likelihood and D is a block matrix which
evaluates discrete derivatives of the coefficients for each binned predictive variable:

D =


D1

D2

· · ·
Dd

 . (30)

As shown in section 3.2, we can choose appropriate D depending on the structure of
the problem and our objectives. For models additive in each coordinate, discrete ap-
proximations of the differential operator up to the third order, D(3,n), are likely to be
appropriate. The parameter λ can be chosen by cross-validation. If we perform no dis-
cretization and set λ = 0, we recover a standard generalised linear model.

3.4 Variable interactions

In an additive model the effect of all the explanatory variables is a sum of their indi-
vidual effects. Individual effects show how the expected response varies as any single
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explanatory variable is changed with the others held constant at arbitrary values. For ex-
ample in order to maximize the expected response we only need to separately maximise
each of the component functions of the additive model.

In general there are no guarantees that an additive model will provide a satisfactory
fit in any given situation. Non-additivity means that, as one explanatory variable is
varied, the effect on the expected response depends on the fixed values of the other
variables. Below is an example of how we would change equation 26 if the model is
non-additive in variables x1 and x2:

g(µ) = w0 + h(x1, x2) + f3(x3) + · · ·+ fm(xm). (31)

We can model non-additivity in parameters by including the corresponding interactions.
Using the notation from equation 27 we can define ψ(x1, x2) : R2 → Rj2 as

[ψ(x1, x2)]j(r−1)+s = [ψ(x1)]s[ψ(x2)]r. (32)

In the resulting model, we can penalise first, second or higher order derivatives in x1
and x2 coordinates (see Figure 5), cf. smoothing over a regular grid in section 3.2.

3.5 Spatial smoothing and clustering

As observations most of the time do not have a regular spatial distribution the approach
in the previous section is not directly applicable. Instead, we can introduce dummy vari-
ables for each geographic grouping present in the data (postcode, census zone or even
unique coordinates) and use a suitably constructed graph representing distance and adja-
cency information for regularisation. Depending on whether we use the graph incidence
matrix or the Laplacian we can obtain either a piecewise constant or a smoothly varying
surface (see Figure 3) jointly with the other model parameters:

minimise
w

−L(y;w) + λ ‖Dw‖1 , (33)

where D is a block diagonal matrix (cf. equation 30) where one of the blocks is either
the graph incidence matrix or the graph Laplacian. As before, the value of λ can be
chosen by cross-validataion.

3.6 Other applications

Hierarchical credibility: We can describe hierarchical credibility or as they are known
in statistics literature “random effects” models [24] in our framework. This can be
achieved by introducing additional variables to the optimisation problem. Consider a
simple setup with two groups I1 and I2 where yi, i ∈ Ij , for j ∈ {1, 2} are normally
distributed with fixed variance and the following group mean:

µj = wTj x, wj ∼ N(w, σ2I). (34)

We can write the resulting optimisation problem as:

minimise
w1,w2,w

2∑
j=1

∑
i∈Ij

(yi − wTj xi)2 +
1

2σ2

2∑
j=1

‖wj − w‖22. (35)
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While the notation above is rather cumbersome, complex models are easy to implement
in practice. This can be achieved by augmenting the observations with dummy vari-
ables for the lowest level of the hierarchy and regularising by the squared Euclidean
norm of the incidence matrix of the (tree) graph representing the hierarchical structure
multiplied by the parameter vector.

Constraints on relativities: Treating maximum likelihood estimation of GLM param-
eters as a convex optimisation problem allows us to introduce some fairly general con-
straints on rate relativities. For example consider a problem where we have two known
risks ξ and φ for which we want the percentage difference in premium to be within a
certain range ε (either due to market or regulatory considerations):

minimise
w

− L(y;w)

subject to |wT ξ − wTφ| ≤ log(ε).
(36)

Linear equality constraints, e.g. wT ξ − wTφ = log(ε) are another option. There are
many more possibilities, for example we can require the additive effect in a particular
variable (e.g. sum insured) to be be non-decreasing by introducing a constraint of the
form D(1,n)w ≥ 0.

4 Solving convex optimization problems

Until recently, solving convex optimisation problems required not inconsiderable sub-
ject matter expertise, despite the availability of high quality open source and commer-
cial solvers (SDPT3, SeDuMi, MOSEK). The reason for this is that these solvers re-
quired problems to be converted to one of several restrictive standard forms (e.g. a
second order cone program). In some cases such a transformation is not possible and
it may be necessary to develop a custom solver. For a potential user with focus on the
application these requirements are challenging to say the least.

This has recently changed with the introduction of CVX [25,26], a higher level spec-
ification language for general convex optimisation. It provides a convenient interface for
specifying convex optimisation problems and then automates many of the underlying
mathematical and computational steps for analysing and solving them. While the idea
of a modelling language is not new (e.g. GAMS), existing commercial offerings can not
handle general convex problems (in particular, log and exp terms that arise in maximum
likelihood estimation for exponential families).

Below is sample CVX/Matlab code for the problem 20:

n = l e n g t h ( y ) ; % l e n g t h o f t i m e s e r i e s y
m = n−2; % l e n g t h o f Dw
lambda = 1 5 ;

I2 = speye (m,m) ;
O2 = z e r o s (m, 1 ) ;
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D = [ I2 O2 O2 ] + [ O2 −2∗ I2 O2 ] + [ O2 O2 I2 ] ;

c v x b e g i n
v a r i a b l e w( n )
minimize ( sum squares ( y−w)+ lambda∗norm (D∗w, 1 ) )

cvx end
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